
WORKSHEET FOR EXERCISES FROM CHAPTER 20 
 
EXERCISE 20.1 
 

1. For a network that was able to learn the problem, how many sweeps of 
training were required?  When it converged, what was the network’s SSE? 

 
A network converged to a solution, with SSE = 0.05, after 1944 epochs.  This network 
was only found after several (10+) failed to converge after 5000 sweeps! 
 

2. Examine the weights of this network, both for the hidden units and for the 
output units.  How does the structure of your network compare to structure 
of the Rumelhart, Hinton, and Williams’ network that was described above? 

 
 
For the hidden units, the pattern of connection weights was somewhat reminiscent of the 
original network.  Consider the table of weights below.  Note that in terms of absolute 
value, inputs 1 and 5 are roughly twice the size of inputs 2 and 4. 
 

Connection weights for 
the symmetry network HID  1HID  2

IN  1 -12.53 12.61
IN  2 6.40 -6.13
IN  3 0.16 -2.68
IN  4 -6.47 6.10 
IN  5 12.74 -15.42

 
 

3. Is there anything puzzling or surprising about the structure of your 
network? (Hint: look at the weights from input unit 3 to either of the hidden 
units) 

 
The weird thing about the table above is that the weight from input 3 to hidden unit 2 is 
not zero.  This input unit is ignored in terms of symmetry; you would expect it to be near 
zero – which it is in hidden unit 1. 
 

4. You likely encountered many “stalls” along the way.  Is there any general 
characteristics of them (SSE, numbers of hits and misses) that you could use 
to identify them during training, and thus use these characteristics as a signal 
that you would have to reset the network and try to train it from scratch 
again? 

 
One of the local minima seemed to involve error of near 2.58, with 17 hits and 15 misses.  
Other times there were 10 misses.  In other words, when “stalling” occurred, it seemed to 
be at places that looked similar in terms of SSE or the distribution of hits and misses. 
 



EXERCISE 20.2 
 

1. In very general terms, describe the dynamics of learning – give a brief 
description of whether SSE constantly decreased to the local minima value, 
or whether during different “periods” of learning, SSE changed at different 
rates.  You could tell a similar story about changes in hits and misses over the 
course of training the network. 

 
Most of the time, SSE started in the neighbourhood of 6.5, with 0 hits.  SSE dropped in a 
very regular way, and continued to drop; when it was about half of the original size, there 
were 15 hits and 17 misses.  This usually remained steady until SSE hit about 1.5.  At this 
time, SSE slowly dropped to about 1.17, and the hits quickly grew – until the network 
had 31 hits and 1 miss.  This was the local minimum, because SSE did not drop below 1 
with further training.  On some other trials, a similar pattern emerged, but the SSE only 
dropped to near 4, and there were 4 misses. 
 

2. Take a look at one of your almost-converged networks.  Why did it fail – is it 
generating fairly large errors to many patterns, or is it just having problems 
with one pattern?  If it is having problems with one pattern, which pattern is 
it? 

 
I examined 5 different runs that fell into a local minimum in which there was only 1 miss, 
and the SSE was slightly greater than 1.  Interestingly, all 5 networks were having trouble 
with exactly the same problem: pattern 19.  Here is a test of a network’s response to that 
pattern: 
 
Pattern: 19 +1.00 +.00 +.00 +1.00 +1.00  
--------------- 
Response (A): +1.00  
Desired  (D): +.00  
Error  (D-A): -1.00  
============================================= 
 
Notice that the network turns on to this pattern, when it is not supposed to.  This was true 
for all 5 of the networks I examined. 
 

3. If you are fortunate enough to have a network converge to a solution to this 
problem, examine its connection weights and biases.  How does it solve the 
symmetry problem?  How does this solution relate to the one represented in a 
two-hidden unit network? 

 
A network with the following pattern of connectivity converged to a solution to the 
problem after 16,557 sweeps.  At first glance, the two sets of connection weights in the 
table below are similar to the weights in the table above.  Weights from “mirror image” 
input units are roughly the same size, and opposite sign.  The absolute values of weights 
from units 2 and 4 are roughly half the size of those from units 1 and 5.  While each 
pattern of weights looks like it might compute symmetry, a pattern on its own makes 



mistakes.  For instance, if only inputs 1 and 2 are on, the pattern is not symmetric, but 
hidden unit 1 will turn on.  It would appear that the hidden unit on its own makes many 
correct symmetric judgements, but makes mistakes on others – it turns on to every 
symmetric pattern, but turns on to a few asymmetric ones as well.  The role of the direct 
connection weights is to correct for these errors, and make sure that the output unit turns 
off. 
 

 HID  1 Output
 Bias 5.35 -16.32 
IN  1 21.18 -9.35 
IN  2 9.22 -4.74 
IN  3 2.81 -0.07 
IN  4 -8.97 4.62 
IN  5 -18.31 9.23 

HID 1 -- 18.85 
 
 
 
 

4. On the basis of the simulations that you carried out in this chapter, which 
type of network has more difficulty with the symmetry problem (if any)?  If 
you think that there is a difference between the two types of network, briefly 
speculate on why this difference might exist. 

 
It would appear that the unit with one hidden unit, and direction connections, has trouble 
with symmetry.  This is because there must be a delicate balance of weights that permits 
the network to perform correctly.  The network with two hidden units, and no direct 
connections, is challenged by the problem, but finds solutions with greater frequency.  
Perhaps a network that can transform the 5D input space into a 2D one is more likely to 
find a transformation that makes the problem linearly separable for the output unit. 
  




